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Abstract— With an exponential rise in logic density and 
performance, FPGAs are becoming essential components in 
various electronic systems. However, increased logic density and 
more importantly programmability of FPGAs cause increased 
power dissipation, which limits deployment of FPGAs in power 
constrained consumer electronic products such as mobile 
systems. Voltage scaling is a well-known tool to reduce power and 
recently there is a lot of interest in applying this technique to 
FPGA architectures to reduce power.  

While it is important to have new architectures to support 
voltage scaling, it is equally important to have a new CAD tools 
to create voltage scaling ready designs for different architectures. 
Our first contribution in this paper is a power driven 
partitioning algorithm, which creates voltage scaling ready 
partitions. The design partitions can then be placed onto 
different voltage island topologies for a single FPGA or onto 
different FPGAs for a multi-FPGA system having different 
supply voltages. Due to the discrete routing architecture of FPGA 
any constraint in the placement stage leads to higher penalty in 
terms of channel width and critical path delay. Our second 
contribution is to present different voltage island topologies and a 
detailed evaluation of each fabric in terms of overheads due to 
constrained placement of partitions namely critical path delay, 
channel width and area delay product. We show that as high as 
47% dynamic power gain is possible with 17% area delay 
product penalty and 30% power gain is possible with as low as 
6% area delay product penalty for different voltage island 
configurations in FPGAs. 
 

Index Terms—Field Programmable Gate Arrays, Dynamic 
Power, Voltage Scaling, Partitioning 
 

I. INTRODUCTION 

With the enormous progress in process technology circuit 
designers have been able to pack more and more 

transistors in a single chip. Consequently the logic density of 
FPGAs and their performance has grown significantly. 
However due to the programmable Configurable Logic Blocks 
(CLBs) and interconnect switchboxes, FPGAs are less energy 
efficient than ASICs [1]. An experimental study comparing 
the energy consumption of an 8-bit adder implemented in a 
Xilinx XC4003A FPGA with that of a customized CMOS 
implementation showed a 100x difference in favor of ASIC 
implementation (4.2mW/MHz at 5V for FPGA vs. 
5.5uW/Mhz at 3.3V for ASIC counterpart) [2]. As such 
reducing power of FPGAs is important to enable opportunities 
for their utilization in power-constrained systems where 
battery life is important. Even for wired systems where 
reliability due to excessive heat generation (due to high 

power) is a concern, power improvement in FPGAs is 
imperative. 

Voltage scaling is a well-known tool for improving power 
for ASICs. Dynamic power has a quadratic relationship with 
the supply voltage and delay increases approximately linearly 
as the supply voltage is decreased. Hence, reducing Vdd 
improves dynamic power with a potential degradation in delay 
of the circuit. The threshold voltage can be reduced to 
maintain the original delay, which can in turn impact the static 
power consumption adversely. Hence, it is possible to perform 
a tradeoff between power consumption and delay (which in 
turn may affect throughput) by changing the supply and 
threshold voltages. In ASICs it has been shown that dual-Vdd 
achieves more power reduction than by Vdd scaling (i.e. 
adjusting the supply voltage level across multiple values in 
incremental steps) for a given performance constraint [3].  

Most of the FPGA synthesis techniques address power 
optimization by improving metrics such as switching activity 
of a schedule or binding, total used logic resources, 
interconnect, etc. Recently there has been lot of interest in 
dual-Vdd / dual-Vt FPGA architectures. To successfully apply 
voltage scaling to FPGAs, there is a need for new tools to 
effectively exploit the new architectures. In this paper we first 
present a power driven design-partitioning algorithm that 
creates voltage scaling ready partitions. The design partitions 
can then be mapped onto voltage islands running at scaled 
voltages. The algorithm identifies partitions that can operate at 
reduced voltages while maintaining the original circuit delay 
and creates clusters under a given resource constraint such that 
maximum power saving is obtained. 

The main objectives for partitioning have been traditionally 
cut cost, i.e., the number of connections between partitions, 
and the number of partitions. In this work, we propose a 
scheme that addresses a new objective, namely availability of 
time slack within a partition. The slack represents the amount 
of timing freedom a design component possesses and can be 
used as a metric to direct voltage scaling without degradation 
of the operating frequency of the entire design. Our algorithm 
partitions the design into clusters such that nodes within a 
cluster share similar slack. Depending on the particular 
application of our technique, we take other partitioning 
objectives into account as well. We consider two scenarios; 
single FPGA and multi-FPGA systems. For a single FPGA 
system, the different partitions of the design can then be 
placed onto voltage islands in a FPGA, which are supplied by 
reduced voltage levels as determined by the algorithm. For 
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multi-FPGA systems, the design partitions are placed onto 
different FPGAs, which have different supply voltages.  

The next important task is to define different voltage island 
topologies and evaluate the tradeoffs of voltage scaling 
schemes for each fabric in relation to power and the properties 
of FPGA architectures. There can be different ways of 
creating FPGA fabrics with voltage scaling capability, each 
associated with different implementation issues. In this work, 
we focused on the issues related to realization of dual-Vdd 
FPGA fabrics. The designer might want to apply dual- Vdd 
technique only to the extent where the clock frequency is not 
affected significantly. However a deeper insight is still 
required into the nature of the tradeoffs possible beyond this 
limit. With this motivation we performed extensive 
experimentation to evaluate the impact of alternative dual 
supply voltage distribution topologies on the physical design 
stage. The discrete routing architecture of FPGAs amplifies 
any constraint placed on the placement stage. Therefore, the 
restrictions imposed on placement by the distribution of 
supply voltage across the chip have a significant impact on the 
quality of the design in terms of critical path delay, routability, 
etc.  

Our specific contributions in this paper are as follows: 
 We present a new CAD flow to create voltage scaling 

ready designs for FPGAs exploiting the relaxable timing 
constraints within a design. We show that this relaxation 
can be utilized to trade-off delay against lower supply 
voltage levels. 

 We define different dual Vdd FPGA fabrics onto which the 
partitioned design can be mapped to reduce power 
dissipation of the system.  

 We present results of extensive experimentations of the 
different trade-offs between power gain and penalty in 
physical design phase namely critical path delay, channel 
width etc. of the different dual Vdd FPGA fabrics.   

In this work, we investigate application of dual Vdd 
techniques on FPGA-based systems. Circuit level issues on 
implementation of voltage scaling are beyond the scope of this 
paper. However, the feasibility of implementing the necessary 
hardware for voltage scaling support is evident considering the 
successful implementations in other technologies. For the rest 
of the paper we adopt a model, where the threshold voltage is 
not changed and the trade-off is performed between delay and 
supply voltage level. However, this does not place any 
restrictions on the possible use of dual -Vt techniques, which 
can be applied for leakage power improvement.  

II. RELATED WORK 
Reported results on power optimization during synthesis for 

FPGAs date as far back as 1995. Boemo et al. [4] reported 
results of their study on the correlation between architectural 
optimizations such as pipelining and power consumption. A 
Register Transfer Level power estimator for FPGAs and high 
level synthesis techniques for scheduling and binding are 
proposed by Chen et al. [5].  Chen et al. [6] proposed a 

technology-mapping algorithm for minimizing power 
consumption. Lamoureux and Wilton [7] presented results on 
a power-aware CAD flow, focusing on the technology 
mapping and physical design phases. Other technology 
mapping targeting power minimization in FPGAs have been 
proposed [8, 9].   

Voltage scaling is a well-known tool for improving energy 
efficiency of a variety of design technologies including 
ASICs, microprocessors, and real time embedded systems [10-
14]. Reducing Vdd improves dynamic power with consequent 
increase of delay of the circuit. Similarly increasing threshold 
voltage (Vt) with fixed Vdd reduces static power but at the 
expense of increasing circuit delay. To minimize circuit delay 
under a given power budget dual Vdd techniques have been 
proposed [15, 16]. In ASICs it has been shown that dual-Vdd 
achieves more power reduction than by Vdd scaling for a given 
performance constraint [3]. Dual threshold (Dual-Vt) 
techniques have been applied to ASICs to reduce leakage 
power [17-20]. To avoid excessive static power consumption 
level converters are required when cells in Vdd

low region drive 
cells in the Vdd

high region. The traditional differential cascade 
voltage switched (DCVS) level converter requires both high as 
well as low Vdd for level conversion and it is limited to the 
boundaries of high and low Vdd regions in their physical 
placement thus restricting physical design flexibility. To have 
much more flexibility in level converter placement Puri et al. 
[21] recently proposed an asynchronous level converter, which 
requires only Vdd

high for its supply voltage. Their design also 
exhibited significantly improved power dissipation compared 
to the traditional DCVS level converter.  

Recently there has been lot of interest in dual-Vdd / dual-Vt 
FPGA architectures. Li et al. first reported power reduction 
using dual supply /dual threshold voltage for pre-defined 
FPGA fabrics [22] and reported recent results on the 
feasibility of dual threshold/dual supply voltage FPGA fabrics 
using the level converter design proposed by Puri et al. 
Subsequently power reduction using programmable dual Vdd 
fabrics has been proposed [23, 24]. Chen et al. proposed a 
low-power technology mapping technique for dual Vdd FPGAs 
[25]. However, this approach assigns voltage levels for 
individual Look Up Tables (LUTs) during technology 
mapping. Our approach is at a higher level, where we create 
clusters of CLBs, which would potentially run at reduced 
supply voltage levels. This gives us the opportunity to place a 
collection of logic components within a voltage island on the 
chip. In order to realize the same effect, one would have to 
perform additional clustering after technology mapping, since 
during technology mapping the decision of what voltage level 
to use is made only per single LUT basis.  

Circuit partitioning has been studied for multi-FPGA 
systems and for dynamically reconfigurable systems [26-30]. 
The main objectives for optimization have been traditionally 
cut cost, i.e., the number of connections between partitions, 
and the number of partitions. In this work, we propose a 
scheme that addresses a new objective, namely availability of 
time slack within a partition. Depending on the particular 
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application of our technique, we take other partitioning 
objectives into account as well. An earlier version of our 
partitioning algorithm was introduced [31]. However, this 
algorithm can handle only a limited number of dual Vdd 
architectures (partitioning of the chip into 2 halves or 4 
quadrants of voltage islands). It is important to have a flexible 
partitioning scheme such that new voltage scaling 
architectures (such as row- and column-based, interleaved 
distribution of voltage levels across CLBs, etc.) can be easily 
evaluated and adopted. Here we present a more flexible 
algorithm, which exploits the relaxable timing constraints 
within a design and creates different voltage islands based on 
the Vdd distribution topology of the architecture. Moreover, 
our algorithm presented in this paper has been equipped with 
improved post-processing capabilities to handle delay and cut 
cost constraints. In this paper, we present the algorithmic 
discussion for both post-processing approaches as well as 
experimental results after applying both schemes during 
partitioning. 

Previous works proposed effective techniques to realize 
dual Vdd fabrics for significant power gain. However, they did 
not offer a detailed evaluation of the impact of their 
techniques onto final quality of the design in terms of area and 
delay overhead. Li et al. [22] performed an evaluation aiming 
the same operating frequency before and after Vdd scaling for 
some Vdd distribution topologies. However a deeper insight is 
still required into the nature of the tradeoffs possible beyond 
this limit. 

The rest of the paper is organized as follows. In Section III 
we discuss the preliminaries, in Section IV we present our 
power driven partitioning algorithm that we use to create 
high/low Vdd voltage islands and implementation issues of 
different voltage island topologies. Our experimental setup 
and results are presented in Section V and we conclude with a 
summary in Section VI. 

III. PRELIMINARIES 
We model a design with a Directed Acyclic Graph (DAG). 

The longest path from any of the primary inputs to any of the 
primary outputs defines the longest path, i.e., the critical path 
in the design. Logic blocks that lie on the critical path are 
called critical nodes. Any increase of the delay of a critical 
node would result in an increase of the circuit delay. 
Remaining nodes are referred to as non-critical nodes. Taking 
the delay of the critical path as our timing constraint and 
assuming that all input signal arrive at the same time, we can 
assign arrival and required times for each node. The 
difference between the required time and the arrival time of a 
node is called time slack. This entity will be equal to zero for 
critical nodes, while it takes a positive value for non-critical 
nodes. An example DAG is given in Figure 1. Dark gray 
nodes {1, 2, 3, 4, and 5} are primary inputs and the light gray 
nodes {12, 13} are primary outputs.  

 
 

 
 
 
 
 
 
 

Figure 1. A sample DAG representation of a design. 

Figure 2 shows each node of the DAG being annotated with 
arrival time, required time and the slack. The slack value of 
the nodes in the critical path is equal to zero. The nodes 
colored black lie in the critical path. 

 
 
 
 
 
 
 
 

Figure 2. The critical path length of the DAG is 5. All nodes are 
annotated with their arrival/required/slack triplets after 
setting the timing constraint equal to the critical path 
length. 
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Note that we estimate the slack of each logic block at a high 
level. Naturally, the timing behavior of a design will depend 
on the net delays after placement and routing. However, an 
accurate estimation of interconnect delay cannot be made 
before physical synthesis.  

A. Relation Between Supply Voltage, Delay, and Power 
Time slack is a design metric indicating the freedom in 

timing that is available in a design without affecting the 
critical path length. Our power management technique relies 
on the observation that during partitioning of a design, the 
slack possessed by individual nodes can be used as a guide to 
create partitions within which all nodes would maintain a 
certain level of timing freedom. This in turn can be exploited 
to slow down certain parts of a design to improve power.  

It is well known that the dynamic power reduces by the 
square of the supply voltage (P = αCloadVdd

2fswitch), and the 
delay increases approximately linearly (D = Cload /Vdd) as the 
supply voltage is decreased. Hence, it is possible to perform a 
tradeoff between power consumption and performance by 
changing the supply voltage. There are different ways of 
relating available time slack to voltage level adjustments. By 
scaling down the supply voltage level, the delay of logic 
elements will increase. The slack can be used to perform the 
associated trade-off. On the other hand, slowdown of logic due 
to scaling of the supply voltage can be avoided by 
simultaneously reducing the threshold voltage.  However, this 
cannot be done beyond a certain limit, since the increase in 
leakage power due to reduction of threshold voltage would 
start to dominate. For the remainder of our discussion we 



 
 

4

adopt a model, where the threshold voltage is not changed and 
the trade-off is performed between delay and supply voltage 
level. This will improve the dynamic power consumption of 
the logic elements in the FPGA. However, there is no 
limitation caused by our technique. Different threshold voltage 
levels could as well be used. Also, the extracted time slack on 
the logic elements could be used entirely or partially to allow 
scaling down the voltage level supplied to the interconnect 
buffers and the programmable switch boxes associated with 
interconnect segments of the corresponding logic block. This 
in turn would yield an improvement on the power 
consumption of the interconnect elements. The detailed 
evaluation of that approach remains to be investigated in 
future. Now let us concentrate on the relation between time 
slack available in a design and supply voltage/delay trade-off 
of individual logic blocks. For a given partition, the delay of 
longest path within that partition will dictate the voltage-
scaling factor. The scale factor for the voltage supply is then 
defined as 

slackpartitionindelaypathlongest
partitionindelaypathlongestSf

+
=

____
____  

We will elaborate further on how this translates into power 
savings after we introduce our partitioning algorithm. 

IV. POWER MANAGEMENT VIA VOLTAGE SCALING 
In this section, we will formulate our power management 

problem for FPGAs and discuss two applications of our 
proposed technique. Next, we will describe our power-driven 
partitioning algorithm in detail. 

A. Problem Formulation 
Given a design, our aim is to identify partitions in this 

design, such that the delay of the longest path in some 
partitions can be increased. Our objective is to minimize the 
power consumption while resource constraints associated with 
the partitioning problem are satisfied. The delay on the critical 
path of the design will not degrade during this process due to 
voltage scaling. However, the actual realization of voltage 
scaling on the FPGA architecture will create new constraints 
on the placement. This in turn will impact wirelength and 
delay. We will present a detailed study of this impact and 
possible trade-off opportunities in Section V. Our partitioning 
scheme can find applications at various levels. We exemplify 
two cases as depicted in Figure 3.  

 
Figure 3. Application of voltage scaling in two different scenarios.  

 
1)  Chip-level Voltage Scaling for Multi-FPGA Systems 

Many FPGA-based hardware acceleration systems employ 
multiple FPGAs. Partitioning is frequently used to map a large 
design onto several FPGA devices. Such systems are generally 
wired; hence, they do not operate under a tight power budget. 
However, heat dissipation is becoming a growing concern. 
Overhead due to cooling systems can be reduced through 
effective power management. More importantly, reliability 
issues arising due to excessive heat dissipation require closer 
attention as the FPGA manufacturing technology reached 
submicron levels. For multi-FPGA systems we apply our 
partitioning technique to create partitions such that some of 
those partitions can be assigned to a device operating at a 
lower supply voltage level. This is shown in Figure 3(a). 

 
2) Localized Voltage Scaling for Single FPGA Systems 

A design flow targeting a single FPGA device can also 
benefit from our power-driven partitioning technique. In this 
case, by embedding voltage islands on a chip we can enable 
different parts of a design to operate at different voltage levels. 
Generating these voltage islands on a single FPGA will incur 
certain hardware costs. Considering the overhead of creating 
voltage islands –additional circuitry for voltage scaling, level 
conversion, etc. the number and layout of different voltage 
islands can be constrained. We believe that the benefits of 
voltage scaling will justify the additional hardware cost in the 
next generation FPGA architectures. We will elaborate more 
on this issue when we discuss the hardware costs in Section C 
and Section D and present results of evaluation of different 
voltage islands in Section V.  

B. Our Power-driven Partitioning Algorithm  
Our algorithm takes a netlist of complex logic blocks 

(CLBs) obtained after technology mapping and packing stages 
and tries to identify clusters of nodes along a path, which can 
share the time slack available along that path. The reasons 
why we consider only nodes along a path are twofold.  First, 
since nodes along a path have data dependencies, they are 
likely to be placed in the same partition (or be placed close 
physically on the single chip) even without voltage scaling 
considerations. Second, the slack values on the nodes along a 
path are usually close to each other. Clearly, a good power-
driven partitioning algorithm clusters nodes with similar slack 
values together.   

Our algorithm first finds the slack values on the nodes and 
forms an initial set of clusters assuming the availability of 
arbitrary scaling factors. Then, in a refinement phase the 
voltage scaling factors of the clusters are adjusted according to 
the available supply voltage steps in the target hardware. An 
overview of our algorithm is given in Figure 4. The algorithm 
takes as input the feasible scale factor Sf – the minimum 
amount by which voltage can be scaled, netlist of gates G and 
the resource constraint for the post-processing phase. First, the 
nodes of the netlist are topologically sorted and the critical 
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path is calculated. The slack at each node is calculated by 
computing the difference of required and arrival times of the 
signals by setting the critical path delay as the overall timing 
constraint. CreateCluster is the first procedure invoked for 
creating clusters1 that can run at reduced voltage, which is 
shown in Figure 5.  

 

 
Figure 4. Summary of our power-driven partitioning algorithm. 

 
Figure 5. CreateCluster procedure. 

It selects the nodes based on ascending required times. If 
the node has zero slack it is added to the non-scaled partition. 
After choosing a non-zero slack node v, which is not already 
added to any partition, it is checked whether 

slackpartitionindelaypathlongest
partitionindelaypathlongestSf

+
>

____
____  

If this condition is satisfied, then a new cluster is created 
and the algorithm tries to grow this cluster. (As we add the 
first node to a partition, the delay of the longest path in the 
partition is equal to the delay of the node itself.) This is shown 
in Add_Nodes_to_Cluster procedure (Figure 6) where 
iteratively minimum slack fanout nodes are selected (not 
already in another cluster) and added to the cluster if it is 
feasible (i.e. the new voltage scaling factor is within 
admissible bounds) to add a new node.  

The slack of the path is updated with minimum of the slacks 
of the nodes in the path. Let us call this entity slackPath. 
Similarly, the length of the longest path in the partition is 
updated. Once we stop adding nodes to a cluster ci, we will 
have the following information about this cluster: Mi: number 

of nodes along the longest path, Li: delay of the longest path, 
slackPath: available slack along the longest path. (Without 
violating any overall timing constraints of the circuit, we can 
slow down the longest path in this cluster by slackPath time 
units.), node_delay: amount of time by which each individual 
node in ci can be slowed down. Since the same voltage-scaling 
factor will be applied to all nodes within a partition, the 
slowdown of each node will be same. Given the parameters 
described above, the node delay and voltage supply scale 
factor for this cluster can be expressed as 

                                                 
1 We will be using partition and cluster interchangeably in the remainder of 

our discussion. 

i

Path

M
slackdelaynode =_     and 

Path
i

icluster

slackL

L
scale i

+
=  

 
Figure 6. Add Nodes to Cluster Procedure 

As a certain amount of slack is now dedicated to increase 
delay of nodes in the formed cluster (procedure Update_Path 
shown in Figure 7), the latest start time as well as the available 
time slack of their transitive (Node v is the transitive fanin of 
node q if there is a direct path from v to q. Similarly; node v is 
the transitive fanout of a node q, if there is a direct path from q 
to v) fanin nodes must be updated. The procedure 
Update_Fan_In_Path recursively subtracts node_delay from 
all transitive fanin nodes. 

 
Figure 7. Update procedure. 

However, this update may not be necessary for all transitive 
fanin nodes. If the transitive fanin node has been previously 
visited from another cluster then it is checked whether its 
previously updated latest start time already accounts for the 
slack required for the present update. If yes, then no update of 
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slack value is necessary otherwise the slack is updated. 
Similarly all the transitive fanout nodes associated with the 
nodes in the cluster are updated using the recursive 
Update_Fan_Out_Path procedure. The CreateCluster 
procedure is repeated until all nodes in the input circuit are 
assigned to a cluster. Figure 8 illustrates the steps of our 
algorithm on a sample DAG. Figure 8 (a) - (e) depict different 

clusters created. After creation of each cluster the updated 
slack values are shown next to each node.  Figure 8 (f) shows 
the values of node_delay and scaling factor Sf for each cluster. 
Now we have clusters each having a particular slackPath value 
and corresponding voltage scaling factor .  iclusterscale

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

1   1 1 0

1 1 0

1 03

2

0
0

Cluster c1

0

0.4 0 0.7

0.7 0

0 03

1.7

0

0

0

0.4 0 0.7

0.7 0

0 03

1.7

0
0

0

0

Cluster c2

0.4 0 0.7

0.7 0

0 01.3

0

0
0

0

0

0 0 0

0 0

0 01.3

0

0
0

0

0

Cluster c3Cluster c4 Cluster c5

…

(a) (b) (c)

(d) (e)

Cluster 1: node_delay = 0.3
Vdd_scale = 3/4

Cluster 2: node_delay = 0.85
Vdd_scale = 2/3.7

Cluster 3: node_delay = 0.35
Vdd_scale = 2/2.7

Cluster 4: node_delay = 0.4
Vdd_scale = 1/1.4

Cluster 5: node_delay = 0
Vdd_scale = no scaling

1   1 1 0

1 1 0

1 03

2

0
0

Cluster c1

0

0.4 0 0.7

0.7 0

0 03

1.7

0

0

0

0

0.4 0 0.7

0.7 0

0 03

1.7

0

0

0

0.4 0 0.7

0.7 0

0 03

1.7

0
0

0

0

Cluster c2

0.4 0 0.7

0.7 0

0 01.3

0

0
0

0

0

0 0 0

0 0

0 01.3

0

0
0

0

0

Cluster c3Cluster c4 Cluster c5

…

(a) (b) (c)

(d) (e)

Cluster 1: node_delay = 0.3
Vdd_scale = 3/4

Cluster 2: node_delay = 0.85
Vdd_scale = 2/3.7

Cluster 3: node_delay = 0.35
Vdd_scale = 2/2.7

Cluster 4: node_delay = 0.4
Vdd_scale = 1/1.4

Cluster 5: node_delay = 0
Vdd_scale = no scaling

 
Figure 8. Illustration of our algorithm on a sample DAG. 

 
1) Post processing of Clusters  

Depending on the particular constraints of our target 
system, we might need to further optimize this initial partition. 
The two foremost constraints are related to resource 
availability and connectivity. For a multi-FPGA system we 
might be limited with a pre-determined number of FPGA 
devices.  In the case of the single FPGA system, due to the 
overhead of creating voltage islands on a chip, we would need 
to further optimize the initial partition in order to reduce the 
total number of different voltage islands as well as the 
interconnect cost between clusters. We devised post-
processing techniques to comply with such resource 
constraints and/or to optimize the cut cost of the final 
partition.  

Regardless of whether we perform voltage scaling at the 
chip level or at island level, the fact remains that the circuitry 
employed for the scaling will have a pre-defined sensitivity. In 
other words, the incremental steps by which we can adjust the 
voltage level are quantified, e.g. voltage scaling can be within 
a range of 2 volts in 8 steps of 0.25 Volts. First, we perform a 
pass over all clusters and round up their voltage scale levels to 
the nearest feasible scale factor. Next, we perform our post 

processing on these clusters. 
If the number of clusters in the initial partition is equal to 

the number of FPGA devices in the system then the 
assignment is straightforward. Similarly, for the single chip 
case, we might start with a pre-defined number of distinct 
allowable voltage islands. If the number of clusters exceeds 
this threshold, we need to combine multiple clusters in order 
to comply with the resource constraint. We now present two 
heuristics to achieve the finalized partitioning of the netlist 
into N voltage scaled partitions. We refer to these schemes as 
Delay Based Merging and Connectivity Based Merging. Delay 
Based Merging tries to satisfy the resource constraint while 
searching for the best possible merging in terms of power 
gain. Connectivity Based Merging puts higher emphasis on 
reducing the cut cost of the final partitioning result.  
2) Delay Based Merging of Clusters 

Initially, each cluster has zero or more number of 
connections to other clusters. First we select the cluster having 
the maximum of the average connectivity to other clusters. If 

 for this cluster happens to be equal to 1, i.e., no 
scaling is possible, we choose the cluster having next highest 

clusterscale
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average connectivity until we reach a cluster i for which 

< 1. Then, we find a cluster j such that iclusterscale
jclusterscale

,icluster scale

,icluster scale

iclusterscale −

scale

scale

 is minimum, i.e., two clusters can be 

merged with the least loss of any scaling factor. We merge i 
and j and update the  to the 
min ( . In this we keep merging highest 
connected clusters with other clusters having similar scaling 
factors until number of clusters is equal to N. 

ijclusterscale

1=jclusterscale

)jcluster

clusterscale

)jcluster

2

2

)
)( LL VC+scale

P
P =

2
2

)
(... r

LCk ++1
2

1 )( H kVC ×
=scale

P
P

3) Connectivity Based Merging of Clusters 
Connectivity based merging heuristic works as follows: at 

first we choose the cluster i having highest average 
connectivity and . Next, we identify the cluster j, 
which has the highest number of connections to i. We then 
check if the cluster j has . If yes, we merge i and j 
and set the scale factor of the merged cluster to 
min ( . If j has , we choose 
the next maximally connected scalable cluster to be merged to 
i. This procedure is repeated until the number of clusters is 
equal to N.  

1<i

scale 1<jcluster

After assignment of clusters to FPGAs, the total power 
consumption becomes Pscale. If the total power consumption 
without any voltage scaling was P, the ratio is given by  

2

(
)(

H

HH

VC
kVC ×  

where CH and CL refer to the total capacitance of low Vdd 
CLBs and high Vdd CLBs respectively. A similar formulation 
has been previously proposed by Hamada et al. [3] 

For an r-way partition into r FPGAs, we take the same 
approach. Assume that the partition sizes are k1, k2, k3,...kr. 
The ratio of the scaled power consumption to the non-scaled 
power consumption is given by 

2222

(
))(

H

r
r

LLL

VC
kVVC ××+  

C. Implementation Issues for Alternative Voltage Island 
Topologies 

Next we discuss different voltage island topologies. 
Creating voltage islands on a single FPGA will incur certain 
hardware costs. We perform a qualitative comparison of 
various topologies for two main cost criteria: level converters 
and power grid complexity. Voltage islands can be supplied 
by either Vdd

high or Vdd
low. The location of the voltage islands 

is an architectural parameter. Figure 9(a), (b), and (c) show 3 
possible fabrics presented in [31]. In [22] row based and 
interleaved dual-Vdd fabrics have been proposed shown in 
Figure 9(d) and (e). For the fabric in Figure 9(e) the level of 
granularity is a single CLB. Assuming interleaved layout 
pattern using configurable/programmable dual Vdd CLBs has 
been proposed in [23].  

FPGA having dimensions DX, DY has total ( ) 
logic blocks. Our placement uses ƒ – the fraction of critical 
nodes to total logic blocks. Fabric in Figure 9(a) is used if is 

ƒ≤25%, fabric in Figure 9 (b) is used if 25%≤ ƒ≤50% and 
fabric in Figure 9 (c) is used if 50%≤ ƒ≤75%. Obviously for 
75%≤ ƒ≤100, all the quadrants must be supplied with V

YX DD ×

dd
high 

and there is no power improvement possible by Vdd scaling. 
For row-based fabric the ratio of Vdd

high row: Vdd
low row can be 

1:3, 1:2 and 1:1 for ƒ≤25%, 25%≤ ƒ≤33%, and 33%≤ ƒ≤50% 
respectively. For interleaved the ratio of Vdd

high CLBs: Vdd
low 

CLBs as 1:1. 

 
Figure 9.  Alternative voltage island configurations considered in 

this study. 

D. Placement of Level Converters 
To avoid excessive static power consumption level 

converters (LC) need to be inserted when CLBs in the Vdd
low 

region drive CLBs in the Vdd
high region, which converts Vdd

low 
swing to Vdd

high swing.  Level converters are not needed when 
CLBs in the Vdd

high region drive CLBs in the Vdd
low region. 

Puri et al have proposed efficient single supply (Vdd
high) level 

converters [21]. They propose using macro-based voltage 
islands and LCs placed in the Vdd

high region for ASICs. Here 
we are considering the granularity level to be CLBs. For 
CLBs, Li et al. have proposed using LCs at the output pins of 
CLBs in the Vdd

low regions used to drive CLBs in the Vdd
high 

region [22]. In the experimental section we will show that 
critical: non-critical CLB ratio for a set of 10 MCNC 
benchmarks is 1:6.25 (i.e. 16% of the total CLBs is critical). 
The circuits can be placed and routed for the FPGA fabrics 
shown in Figure 9 (a) or (d) (with Vdd

high CLBs being less than 
25%). It is attractive to place LCs at the inputs of the CLBs in 
the Vdd

high region. In [24] it has been shown that power 
consumption of LC is <1% of LUT and it is possible to get 
power savings by placing LCs at all input pins of a CLB. This 
also enables non-critical CLBs being supplied by Vdd

low only. 
Otherwise if LCs are placed in CLBs in Vdd

low region, CLBs 
have to be also supplied by Vdd

high for their LCs potentially 
increasing the complexity of the power grid.  

E. Power Grid  
The logic power distribution for Xilinx XC4000 shown in 

Xilinx XC4000E product datasheet is presented in Figure 
10(a). For the fabric in Figure 9(b) with LCs in the Vdd

high 
region, the dual Vdd routing will be considerable simpler – 
with one half being supplied by Vdd

high and other by Vdd
low 

(Figure 10(b)). For fabric in Figure 9(a) and (c), for half of the 
FPGA, the power lines are Vdd

high (Vdd
low) only and the other 

half Vdd
high and Vdd

low power lines run together. For row-based 
fabric in Figure 9(d), the Vdd

high and Vdd
low power lines are 

interleaved for the full chip (Figure 10(c)). For the interleaved 
fabric in Figure 9(e) with predefined or programmable high 
and low Vdd CLBs the power grid routing will be most 
complex where Vdd

high and Vdd
low power lines have to run 

together supplying each row with both Vdd
high and Vdd

low as 
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shown in Figure 10(d).    

 

Figure 10. Logic power grid. 

V. EXPERIMENTS 
We present our experimental results in this section. First, 

we summarize our experimental setup and the parameters 
used.  

A. Experimental Setup and Parameters 
The experiments are formed on a set of MCNC 

benchmarks. Our experimental tool flow is depicted in Figure 
11.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 11. Experimental flow. 

It is common practice to pack the LUTs into complex logic 
blocks (CLBs). We used T-VPack [32] to pack LUTs with 
clusters of size 10 and 22 inputs per cluster. For other popular 
architecture configurations, such as cluster size of 4 and 10 
inputs per cluster, we observed similar trends throughout our 
experiments. The power-driven partitioner reads in the output 
of T-VPack and produces and produces a partition for N 
FPGAs in a multi-FPGA system or N=2 voltage islands on a 
single FPGA. The initial delay of each logic block is assumed 
to be 1 unit. We further assumed that voltage scaling is done 
within a range between 0.8V and 1.3V in increments of 0.06 
Volts. The minimum feasible scale factor Sf is then 0.62 and 
Vdd

high is set to 1.3V and Vddlow to 0.8 V2. The techniques are 
independent of the actual values of these parameters; hence, 
they can operate under different assumptions. 
                                                 
2 M Hamada, et al. [16] have shown that the optimal Vdd

low / Vdd
high 

ratio for maximizing power reduction exists between 0.6 to 0.7 
irrespective of the net delay distribution of the circuit. 

B. Power Driven Partitioning for Multi-FPGA Systems 
For the Multi-FPGA system scenario we generated N 

voltage clusters of balanced sizes for each benchmark. Note 
that for the multi-FPGA system, our partitioning algorithm 
also determines the exact Vdd level for each partition. 
Assuming that the Vdd level of each FPGA device can be 
regulated within a given range, our algorithm will select the 
lowest possible Vdd level for each partition. We observe that as 
we allow more partitions we find more opportunities for 
voltage scaling at different levels. For instance if we allow 8 
different partitions we can have many intermediate voltage 
levels, whereas if we restrict the number of partitions to 2, 
some nodes, which could have been assigned to lower Vdd 
levels are forced to be supplied with higher Vdd levels. As 
described in Section IV.B, after the CreateCluster procedure 
we perform an initial refining, where we round off voltage 
scaling values according to the smallest feasible scaling step. 
Next we perform our post processing heuristics.  

Table 1 and Table 2 show the of percentage dynamic power 
improvement and cut cost (the number of inter-partition 
connections) respectively using the Delay Based Merging and 
Connectivity Merging for each benchmark. In each table we 
also show relevant characteristics: number of nodes, edges and 
critical nodes - the number of nodes with zero slack in the 
DAG representation of each benchmark. We tested three 
scenarios, where the number of clusters is restricted to be 2, 4, 
or 8. For Delay Based Merging the average power 
improvement is 53.3%, 61.8% and 65.2% whereas for 
Connectivity Based the power improvement is 48.8%, 59.3% 
and 62.1% for 2, 4, and 8 clusters respectively. For Delay 
Based Merging the average cut cost is 252, 317 and 341 
whereas for Connectivity Based the cut cost is 252, 286 and 
309 for 2, 4, and 8 clusters respectively.  
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Table 1. Results after applying the Delay Based Merging 

heuristic. 

    Delay Based Merging 

    2-way 4 way 8-way 

 MCNC CLBs Edges
Critical 
CLBs Cost %Imp Cost %Imp Cost %Imp

 alu4 154 516 48 306 49 332 49 353 51 

 apex2 190 629 27 317 51 466 59 492 61 

 apex4 132 271 19 145 63 189 71 216 68 

 Des 160 407 13 108 51 199 62 235 70 

 ex1010 480 697 51 519 66 519 76 550 79 

 ex5p 110 144 22 113 58 113 64 113 67 

 misex3 142 459 46 320 47 322 51 340 49 

 Pdc 462 633 41 336 50 421 63 443 77 

 Seq 177 499 27 184 46 334 58 396 61 

 Spla 374 492 70 168 52 278 65 279 69 

 Average       252 53.3 317 61.8 341.7 65.2 
 
Figure 12 and Figure 13 show the comparison of percentage 

dynamic power improvement and cut cost respectively using 
the Delay Based Merging and Connectivity Merging for each 
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benchmark. We observe that while we obtain better power 
improvement using Delay Based Merging the cut cost is 
consistently inferior to the Connectivity Based Merging. 
Symmetrically, Connectivity Based Merging yields better cut 
cost at the expense of reduced power improvement. Hence, the 
possible trade-off between the cut cost objective and power 
improvement is evident. 

 
Table 2. Results after applying the Connectivity Based Merging 

heuristic. 

    Connectivity Based Merging 

    2-way 4 way 8-way 

 MCNC CLBs Edges 
Critical 
CLBs Cost %Imp Cost %Imp Cost %Imp

 alu4 154 516 48 306 49 317 49 332 49 

 apex2 190 629 27 317 51 368 56 401 58 

 apex4 132 271 19 145 63 149 65 174 64 

 Des 160 407 13 108 51 137 63 170 67 

 ex1010 480 697 51 519 66 519 76 550 79 

 ex5p 110 144 22 113 58 113 58 113 59 

 misex3 142 459 46 320 47 320 47 320 47 

 Pdc 462 633 41 336 5 411 63 436 77 

 Seq 177 499 27 184 46 252 52 314 55 

 Spla 374 492 70 168 52 277 64 278 66 

 Average 252 48.8 286 59.3 308.8 62.1 
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Figure 12. Power improvement for different merging 

strategies. 
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Figure 13. Partitioning cost for different merging 

strategies. 

C. Power Driven Partitioning for dual Vdd FPGA.  

We now present the results for voltage islands supplied by 
different Vdd levels on a single FPGA. The clusters obtained 
from power driven partitioner are then constrained placed and 

routed onto voltage islands on a single FPGA using VPR [32] 
and the power, area delay product, channel width and delay 
are compared with unconstrained placement. The placement is 
based on the Simulated Annealing (SA) implemented in VPR 
[32]. The linear congestion cost function used in VPR is given 
by ∑

= 










+=

netsN

i yav

y

xav

x
conjlinear iC

ibb
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ibbiqC
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 where for each net 

bbi(x) and bbi(y) denote the horizontal and vertical spans of its 
bounding box, q(i) is the compensating factor and Cav,x(i) and 
Cav,y(i) are average channel capacitances in the x and y 
directions respectively. We enhanced the linear congestion 
cost function used in VPR to impose our constrained 
placement. This formulation was also used in the past [22] for 
different placement restrictions: 

))(1()(_ jmatchedjmatchedCC conjlinear −+∆+∆=∆ γα  

where matched(j) returns 1 if the jth logic block is placed in 
its matching voltage quadrant/row/CLB and 0 if not. 
∆matched is the difference between matched(j) in the previous 
placement and matched(j) in the present placement and 
penalizes a move that brings a block  from matched to 
unmatched quadrant/row/CLB; (1-matched(j)) penalizes a 
move that moves a block in unmatched quadrant/row/CLB to 
another location in the unmatched quadrant/row/CLB. α, γ are 
appropriate constants.  

Table 3 shows the total number of logic blocks, the CLB 
array dimension D , % ƒ (fraction of critical nodes to 
total CLBs), primary inputs (PI) and outputs (PO) for each 
benchmark. The channel width (CW), Critical Path (CP) delay 
and % power improvement are shown for unconstrained 
placement. Assuming supply voltage for each non-critical 
CLB can be scaled the average % power improvement is 
51.33%.  

YX D=

Table 3. Unconstrained placement results. 

       Unconstrained 

Circuits CLBs
Critical 
Nodes Dx=Dy % ƒ PI PO CW CP 

%Power 
Imp 

alu4 154 48 13 28 14 8 44 3.89E-08 42.76 

apex2 190 27 14 14 39 3 59 3.98E-08 53.30 

apex4 132 19 12 13 9 19 57 4.12E-08 53.19 

des 160 13 32 1 256 245 31 3.97E-08 57.08 

ex1010 480 51 22 11 10 10 74 6.06E-08 55.53 

Ex5p 110 22 11 18 8 63 62 4.06E-08 49.70 

misex3 142 46 12 32 14 14 50 3.60E-08 42.00 

pdc 462 41 22 8 16 40 97 6.37E-08 56.62 

seq 177 27 14 14 41 35 57 3.69E-08 52.65 

spla 374 70 20 17 16 46 76 7.35E-08 50.50 

Average   16     51.33 
 

However, each CLB being voltage programmable incurs 
penalty. Thus we have different FPGA fabrics (as discussed in 
IV.C) with predefined Vdd

high regions. Region-Constrained 
Placement (RCP) places the cluster of critical nodes identified 
by our power-driven partitioning algorithm in a Vdd

high region 
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determined by ƒ. However, we provide the non-critical blocks 
with a controlled freedom to move to Vdd

high quadrant(s) if it 
improves the congestion cost. Therefore, the final achieved 
power improvement after constrained placement is less than 
the maximum achievable improvement. For our benchmarks 
16% of the CLBs are critical on average. Table 3 shows the 
%CW penalty, %CP penalty and %Power Improvement for 
constraining critical CLBs in different types of FPGA fabrics. 

RCP for smaller regions results in non- negligible channel 
width increase3. For RCP, we start the SA algorithm with an 
initial placement where critical CLBs are in Vdd

high region(s). 
Negative values for the penalty (↔gain) indicate two possible 
cases: 1) Penalty in CW with gain in CP indicates that channel 
width has increased due to constrained placement, now 
making the routing relatively easier; 2) Gain in CW with gain 
in CP indicates SA has found a better solution than the 
unconstrained case. Obviously, if SA is made to run an 
unbounded number of iterations, then unconstrained 
placement will give better results. For the benchmarks alu4 
and misex3, ƒ > 25%. Hence 25% constrained placement 
(row/quadrant based) results are not available for them. It can 
be seen from Table 4 that 50% Row Based, Interleaved, and 
50% Quadrant based has least CW penalty. This means less 
non-critical CLBs can now be in the Vdd

low region. For all 
these, the power gain is in the range of 30% while for 25% 
Row Based/Quadrant based the power gain is around 40% 
with higher CW penalty.  

To actually compare the effect of RCP, we use the metric 
area/delay product of the placement for each fabric calculated 
as . Table 5 shows the 
area/delay product of the unconstrained placement and 
%change of area/delay products after RCP for different FPGA 
fabrics w.r.t to unconstrained placement.  

)(2 CPDelayCWDD YX ××××

Table 5. Trade-off between area/delay products. 

  Row based 
 Inter-
leaved Quadrant based

Circuits Unconst. 
Vdd

H 
25% 

Vdd
H 

33% 
Vdd

H 
50% 

Vdd
H 

50% 
Vdd

H

25%
Vdd

H

50%

Alu4 5.78E-04  N/A -1.66 -1.66 -12.05   N/A 18.21

apex2 9.21E-04 17.23 -3.73 3.51 1.64 19.93 1.05

apex4 6.76E-04 7.64 15.39 13.04 4.53 12.35 5.01

Des 2.52E-03 -22.18 -0.99 -18.03 -8.88 -11.26 -14.23

Ex1010 4.34E-03 9.59 -10.09 54.59 -1.36 9.98 5.06

Ex5p 6.09E-04 -5.60 -5.91 -7.59 0.54 -8.42 -0.60

misex3 5.19E-04   N/A 9.93 9.93 15.96   N/A 16.01

Pdc 5.98E-03 36.76 26.86 41.89 10.11 28.26 -5.98

seq 8.24E-04 -1.87 -8.02 1.50 3.21 8.94 8.23

spla 4.47E-03 -8.74 8.50 -19.06 -18.84 -10.78 -7.77

Average   17.80 15.17 20.74 6.00 15.89 8.93
 

Note that the negative values in the table indicate that in 

some cases the area delay product is better than the 
unconstrained placement, which can be attributed to the better 
initial placement in RCP based on SA algorithm. Figure 14 
presents the average of the % penalty of the area/delay 
products for RCP and % power gain for each fabric with 
respect to unconstrained placement.   

                                                 
3 The VPR tool reports the minimum channel width at which a design 

could successfully be placed and routed. Naturally, constraints on the 
placement place a bigger burden on physical design leading to an increase in 
required channel width for routability. 
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Figure 14. Percentage change in area/delay product and 

power improvement for different fabrics. 

It can be seen 25% row based and 25 % Quadrant based 
give almost same results since on average 16% Vdd

high CLBs 
are constrained within 25% of the FPGA. 50% Quadrant based 
and interleaved give the best area/delay product results. 
However 50% row based is worse than 25% Row based. This 
is because  (from Table 4) there is a decrease in CW compared 
to unconstrained placement, but this is associated with much 
higher CP delay penalty. On a final note, the power savings 
that we have reported refer to dynamic power of the logic 
elements. Our technique can be combined with further 
improving impact of dual Vdd on leakage power and possibly 
on dynamic power of the interconnect by proper budgeting of 
the timing relaxation between logic blocks and interconnect.   

VI. CONCLUSIONS  
Excessive power dissipation is a growing concern for 

present generation of FPGAs and there has been lot of interest 
in applying dual Vdd/Vt technique to reduce power in FPGAs. 
In this paper we presented a power driven partitioning 
algorithm that partitions a given design into voltage islands, 
which can run at reduced voltages determined by the 
algorithm. Also we employ two alternative post-processing 
heuristics – Delay Based and Connectivity Based Merging for 
optimizing power and cut cost of partitions respectively under 
resource constraint. Further we presented different dual Vdd 
fabrics for a single FPGA system and evaluate them in terms 
of their impact on physical design. Using dual Vt technique 
(e.g. high Vt SRAM cells) is complimentary to using dual Vdd 
and will improve leakage power consumption. 
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Table 4. Trade-off between power improvement and penalty in critical path and channel width. 

 Row Based 25% Row Based 33% Row based 50% Interleaved 50% Quadrant Based 25% Quadrant based 50%

Circuits 
%CW  

Penalty 
%CP 

Penalty
%Power 

Imp 
%CW 

Penalty 
%CP 

Penalty
%Power 

Imp 
%CW  

Penalty
%CP 

Penalty
%Power 

Imp 
%CW  

Penalty
%CP 

Penalty
%Power 

Imp 
%CW 

Penalty
%CP 

Penalty
%Power 

Imp 
%CW  

Penalty
%CP 

Penalty
%Power 

Imp 

alu4  N/A N/A N/A -2.27 0.62 32.28 -2.27 0.62 32.28 -6.82 -5.61 30.26 N/A N/A N/A 0.00 18.21 31.07

apex2 20.34 -2.58 48.40 -3.39 -0.35 44.15 -3.39 7.14 30.74 0.00 1.64 31.07 8.47 10.56 43.82 0.00 1.05 31.72

apex4 14.04 -5.61 46.13 31.58 -12.30 41.89 21.05 -6.62 31.54 7.02 -2.32 31.07 10.53 1.65 43.30 7.02 -1.88 29.65

des -22.58 0.52 44.66 -25.81 33.45 40.00 -19.35 1.64 29.51 -19.35 12.99 28.74 -12.90 1.88 26.41 -22.58 10.79 13.98

ex1010 4.05 5.32 47.89 1.35 -11.29 42.33 1.35 52.53 31.19 0.00 -1.36 31.07 16.22 -5.37 45.04 9.46 -4.02 30.94

ex5p -1.61 -4.05 49.70 -1.61 -4.37 43.49 -8.06 0.52 32.76 3.23 -2.60 31.07 -8.06 -0.38 41.23 3.23 -3.71 31.63

misex3  N/A N/A N/A 16.00 -5.23 31.07 16.00 -5.23 31.07 -2.00 18.33 30.63N/A N/A N/A 12.00 3.58 30.63

pdc 0.00 36.76 47.61 -6.19 35.22 41.96 -7.22 52.93 31.07 -2.06 12.43 30.93 2.06 25.67 44.92 -1.03 -5.00 30.80

seq 0.00 -1.87 48.09 -3.51 -4.68 43.18 -3.51 5.19 31.59 0.00 3.21 30.89 10.53 -1.43 42.82 7.02 1.13 28.78

spla 2.63 -11.08 46.51 9.21 -0.66 43.03 3.95 -22.14 31.23 6.58 -23.85 31.23 11.84 -20.23 43.86 7.89 -14.52 29.74

Average 2.11 2.18 47.37 1.54 3.04 40.33 -0.15 8.66 31.30 -1.34 1.28 30.69 4.83 1.54 41.42 2.30 0.56 28.89
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